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APIE / RSI Infra: RSI KEEIMEBINESL 5 Agent HZ{LIUAL (7 %)

> AI Native fEFEHEZE : T8 ) RST A48 LLM #EBIHEZE . &4k Skill 55 Benchmark, 43 Efa
FEIBTT I SIAE RS, 46/ Agent FUFRMERVEEGER; $24L Agent W BN S — TR
O, SiMgatidTrgRE52HER. @i B RARE/ . B 2 um 25 2R B L
WE K IRAS/PREEIE B, CHE Agent (iR BILE HIuEMi t; Ll Issue PTTEMBBAIIESE .
PR Hi#r 5 CIIRIELREE &N . TR AT E ERAY H 3R PR

> FAE B REHAGFAK : ¥ target BFS draft 4 SR R R —HBATIE, 80 PR A8 B 4
FHVE B 5 A RRY . 8 @ sk CPU/NPU ZEph X, #44E Ff% block-table, 2754
MILRAESE R, R BERA S BV MAESES, BOEIRE S R IT% R

> 3474k Tokenizer: [ Rust 47 S F it 528 LoPT 343 (W), 4% worker fit, & it 37. BPE cache,
T4 Python % 3 #% IPC 5L 21545544, DeepSeek-V4 Tokenizer 7& 16 Z¢f%. 21.8K-token
BINT, MECEAGS2IEER B 13.51 ms [EZE 9.79 ms,

openPangu-v2 il 2y 1 5 MTP 8tk ((RES5)

> MTP Ak Rl : JFR st Sl B ML 53R 0T, 23 =3k MTP 5 2048 {515 /7 5%
Hi: #iT % token BURRHE & U7 P02 PRI FARIS R, DURBRH R 10 ¥ o o B 0 r 7
BRI, N BRSO MTP #3585 KV Cache FF4H; FF A& PREHERINIE TH, #ES
Sy Ej g 7y ik R

> Multi-MTP & [S#E8E: #MSFHEZEM) 2 MTP 225, 456 TND N SIFHiA %5 draft
padding, 7E P/D 4rBERE T, P4 AL 1-3 4> token [#) Decode iR EFHSE, #EHRIR
H BT B Ml A B g1 (4% openPangu-2.0 B M flfk, 7E A3 HAL. 128K # N/IK 4iiHH . B
Ff-%& F Flash / Pro ) TPOT 3A%] 5.63 /9.55 ms, Pro 7E P/D 43 &5 . 128K #ij N/8K #jHi NPU
batch 24 ik %] 1,326 tokens/s/NPU (TPOT 18.1 ms).
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> arXiv i XTGBT . FF X E MEBGHRA. ARGEWRAES KEFER, Moz SCl 33
RENL MRBURFF A A S A/WRE RS ES s DL PDF [ul38 55 i 43 i 2 1
BRI SA . BENTIEAATF WLE] . Agent 5 A T4 HARIEEE R, Agent &I} IHGEERAEAR.
B B AR IR, R SR AR R A B R AT A

> GitHub JHIE A RN ZGE e b3 . 3ETF Data-Juicer #4# files / commits / PRs 4347 2 A0 HH
B, WRFEAREIES AR TEYF IATEEAR A B . RA commit-SHA. N &45E0
2 #E 5 MinHashLSH 4%, /D ES AH R EE AR LT, 44 mEiE X E
HEAEE U4 B BN BB S IBAR I 4 R T Ry, B EERE. #HiE5 5
FRESRIIMBCRFE, DB ER B CHLHNARIETOITA, 4561 ET5 Y4 S loss-mask, 3f
JRAL BRI R A T &

DeepSeek-V3 F MR MAL (GRESS)

> LoPT J£#i347 Tokenizer: 7 vllm-ascend (ascend-vllm/omni-infer) SZILEZ /e, PN E
VURE 55 3, fRoeIf47 Tokenizer B R4S L. 603Ul , DeepSeek-V3 Tokenizer fE
LongBenchV2. 32 BEAEALE FEM H 622.4 ms [ % 108.2 ms, STt n4e—3: BEL
%£F ACL 2026 12,

> FlashComm 1/2/3 JB{g 5 L2 MALEES: % Norm. EALF QKV [§ 4% & ReduceScatter 5
AllGather Z [d], DIBEZAI{K4E AL2AL B3 5 ReduceScatter, 8 AL E TUAFFILEG &
PL% i & Gating, 2L R H 5 HIEEBESE . FlashComm 1/2 7EFF 4 8. % \ 2K K¢ Prefill
B EE B 951 ms &% 699/631 ms; FlashComm3 ¥E 5 3 & 375 i Decode &2 T} 25%-30%,
L TP J7 2 17E 4] 2.08 GB N 1E.
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LoPT: Lossless Parallel Tokenization Acceleration for Long Context Inference of Large Language Model

Wei Shao, Zheng Lingchao, Pengyu Wang, Peizhen Zheng, Li Jun, Yuwei Fan
ACL 2026 - Main Conference, Long Paper
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GPU /NPU J%, PyTorch. torch npu. Triton; &5 EREMAL

Continuous Batching. Paged KV Cache. P/D 43&. MTP. & E S 4% /K: vllm-ascend
(ascend-vllm/omni-infer) .

PR KRB 55 2805y K JR38, T % Megatron. PyTorch FSDP.
DP/TP/PP/CP/SP/EP 347, &l ME 5 E@{EES; FlashComm &t .

Python. C++. Rust. Git; ZZf. HMHRNEIREL. KRBT 5B EE.

25 fii ] Claude Code / Codex / DeepSeek Harness, %54 Skill 5 Issue/PR J% o

TOEFL: 107; CET-6,


https://aclanthology.org/2026.acl-long.1529/
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